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Abstract

Overt visual attention is studied both in humans and monkeys. Yet, for interpreting

and generalizing results of studies on either species there is need for more comparative

studies on monkeys. Here, in close analogy to a previous study of human overt atten-

tion (Reinagel and Zador, 1999), we investigated gaze movements of monkeys viewing

natural visual stimuli. To capture the attention of the animals in a free viewing task

we deliberately included a large proportion of pictures of animals and humans. The

contribution of stimulus features like luminance contrast and spatial correlation of

luminance to guidance of gaze movements were investigated. We found a large and

highly significant increase of luminance contrast at fixation points. In comparison to

previously published human data, this effect was more than 20% higher in monkeys.

This difference is also expressed in the reduced spatial correlation at fixation points

selected by monkeys as compared to humans. However, a saliency map based solely

on luminance contrast cannot explain the observed data. This indicates that more

complex bottom-up cues like texture contrast and top-down cues have a strong influ-

ence on overt attention in monkeys. In summary, compared to humans we found that

low-level features have a stronger effect on guiding overt attention in monkeys.

1 Introduction

“Everyone knows what attention is. It is the taking possession by the mind in
clear and vivid form, of one out of what seem several simultaneously possible
objects or trains of thought. . . It implies withdrawal from some things in order to
deal effectively with others”. These are William James’ words, written in 1890.
Today, we can add a few more details to his definition. It is known the attention
process involves several brain areas. It is also clear there is modality-specific
attention, so one can distinguish e.g. auditory and visual attention (Tichacek,
2004). Additionally, there is a distinction between overt and covert attention.
The better grasp on attention we have through this newly gained knowledge
allows for more specific research questions, more precise answers and for more
intriguing research methods, too. For example, when conducting a test on overt
visual attention, we will be able to find the answer to our question either in
response behavior - e.g. hand raising - or in the visual system itself - e.g. in
eye movements and visual brain area activity. As the brain areas involved in
overt and covert attention do not differ very much, we even can employ tests
for overt visual attention to find out about visual attention in general. Hence,
it is possible to examine visual attention via brain activity or response behaviors.

There are several different levels on which to study attention. It can be
assessed e.g. in behavioral, neuronal, and conceptual, and even in robotic expe-
riments. Those levels mainly differ in the way test results are obtained. Studies
on attention in robots, which are interesting for comparing the characteristics
of human and animal attention to those of artificial attention, are restricted to
robots, of course. Invasive methods like neuronal recordings are mostly realized
with monkeys or rats. Behavioral studies, on the other hand, measure manifest
behaviors like hand and eye movements or mouse clicks. As monkeys tend to
be to too fidgety for behavioral experiments, these are almost exclusively done
on humans. However, this relatively homogenous assignation of subject groups
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to experimental designs constitutes a striking disadvantage: it is impossible to
generalize results of a study done on one species to another species. In short:
we are lacking scientific bridges which cross the gap between species. And as
humans cannot be subjected to regular monkey-tests like neuronal recordings,
we only can try the other route: behavioral studies on monkeys. Thus it is
worthwhile to conduct a comparative study in monkeys.

What does guide visual attention in behavioral tests? In general, attention
is thought to be guided by top-down and bottom-up cues. Top-down cues are
internal to the subject. In natural settings, they are one’s needs and agendas
concerning the visual scene, e.g. searching a goods shelf at a grocery store for
one’s favorite noodle soup. In experimental settings, top-down cues usually are
instructions how to deal with experimental stimuli, e.g. to search pictures for
living creatures. Bottom-up cues in both cases are the visual properties of the
scene, e.g. color, luminance, orientation, or movement (Wolfe and Horowitz,
2004), regardless if the stimulus is a picture or a natural environment. So,
bottom-up cues are external to the subject, or better: internal to the stimulus.
Since we know that both bottom-up and top-down cues are involved in guiding
visual attention, we need to find out which one accounts for how much guidance
(Corbetta et al., 2000; Colby et al., 1996; Gottlieb et al., 1998). Thus, the
issue we address is the contribution of low level features, i.e. bottom-up cues,
to guiding attention.

Here, we will investigate overt visual attention in monkeys - in close analogy
to a previous study of human overt attention (Reinagel and Zador, 1999). In
order to keep close to the studies conducted on humans, we have to address one
specific problem. How to make sure the monkeys actually watch the stimuli
presented? Monkeys cannot be told to “study an image carefully”, as human
subjects frequently are. Theoretically speaking, it is difficult to establish a
constant top-down cue to the two different subject groups. To make up for that,
we have decided to use a selection of natural images for presentation in which
animals presumably are highly interested. That means we utilized pictures of
potentially interesting sights like other monkeys and humans as well as pictures
displaying hazards like cheetahs and other carnivores. We will collect eye traces
of monkeys watching those stimuli and find out about the regions they fixate
on. Of these special points we will examine the two bottom-up cues luminance
contrast and spatial organization of luminance. In this way we will be able to
quantify the contribution of luminance contrast in overt attention and directly
compare it to the results of Reinagel and Zador’s study on humans.

2 Methods

2.1 Subjects

Three female rhesus macaque monkeys (macaca mulatta) were taken as subjects
- we will refer to them as C, D and T. All three of them were born and raised at
the primate facility in Davis, California, before being shipped to Montana State
University, Bozeman (Montana, USA). The monkeys were shipped at 5(C), 7(D)
and 12(T) years of age and were part of the experiment at 9, 11 and 13 years,
respectively. Since arriving at Montana State University they lived in their
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own primate cages and took turns in using a larger “activity cage” and being
pair-housed with each other.

2.2 Experimental setup

In the experiment a monocular eye tracker by DNI (Unit 41, especially designed
and manufactured for Montana State University) was used to record eye positi-
ons every millisecond. The stimuli were presented on a 20 inch diameter (16x12)
ViewSonic P810 monitor with a resolution of 85 Hz. The monkeys were placed
57 cm from the screen which thus covered approximately 30◦x 40◦ of the visual
field. They were held in place by a head post and bracket that were part of their
primate chair. All 100 stimuli were presented during the same session. Each sti-
mulus lasted for 3 seconds (D and C) or for 2.5 seconds (T), respectively. They
were separated by 0.5 seconds of blank screen without fixation crosses. There
was no need to omit the first data samples of each stimulus, because there was
no central bias due to any fixation crosses. In order to ease the conduction of
the experiments and especially to keep the monkeys’ gazes within the borders
of the stimuli, the amount of juice rewarded depended on their cooperation.

2.3 Image ensembles

Each subject was presented 100 visual stimuli, pictures showing mostly natural
scenes containing animals. Few pictures showed humans, only one showed no
living creature at all but a building instead. The stimuli were different for each
subject, except for 26 stimuli which were the same for C and D. Each picture
filled the screen completely and was presented in 256 grey levels at a resolution
of 800x600 pixels. For C and D the picture size was exactly 800x600 pixels, for
T picture size was only 768x512. However, all stimuli were scaled to full screen,
so the presentation size was the same for all subjects regardless the stimulus’
original size.

2.4 Definitions

In this study, we will make frequent use of the terms ’fixation’, ’patch’, ’contrast’
and ’correlation’. Here, all research was done on fixations, so it is important
to clarify what we consider a fixation. Since the data gives us the subjects’
eye positions for every millisecond, we can deduce fixations from it using the
following two rules: First, a fixation must last for at least 90 ms. Second, the
difference of each position during the fixation period and its 10th successor must
not exceed 0.25◦ (5 pixels). This definition ensures that we do not include rapid
eye movements or fixations are confounded by slow drifts. Figure 1 shows an
example of an image as well as superimposed fixations and eye traces.

Further analysis was performed on patches centered on the fixation points.
A patch is a rectangular area around a fixation point, whose size was chosen to
cover 1◦ of the subject’s visual field. In our study this was 19x19 pixels for C
and D, and 19x17 pixels for T. This difference takes into account the different
dimensions of stimuli used.



2 Methods 5

Fig. 1: This figure shows a representative stimulus from the set used. Eye trace and
fixation points are superimposed in red and white. For clearness, a patch
around an arbitrary example fixation point is shown in the upper left corner.
It is designed to cover 19x19 pixels, equalling 1x1 degree of visual field.

Luminance contrast was the central concept in our study. Following Reinagel
and Zador (1999), we defined local luminance contrast as the standard deviation
of the luminance values within a patch, normalized by the mean luminance of
the whole picture. Formally, local contrast of a single point is defined as

C = I
−1 ∑

k

[ ∑
(i,j)∈Πk

(Iij − Ik)
]1/2

. (1)

Here I refers to the mean intensity of the image, N to the number of patches,
Iij to the luminance at point (i, j) and Ik signifies the mean luminance at the
kth patch.

The term correlation refers to the relation of the luminance of two points.
Again, we used the definition proposed by Reinagel and Zador (1999). Thus the
correlation r of two points (i, j) and (i′, j′) over a set of N patches is:

r(i, j, i′, j′) = N−1

[∑
k

(Iijk − Ĩij)(Ii′j′k − Ĩij)
]1/2

. (2)

Also, we normalized the correlation value r with the following function:

ρ(i, j, i′, j′) = r(i, j, i′, j′)/r(0, 0, 0, 0). (3)

Two points, defined by their position inside a patch, that show the exact
same luminance are perfectly correlated. Such points would yield a correlation
value of 1 in that specific patch. In the next one they will probably contain other
luminance values and thus be differently correlated. Summing up over patches,
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Fig. 2: This figure shows spatial distributions of contrasts and fixation points. (A)
Spatial distribution of C’s fixation points. Red stars symbolize fixations on
each of the 100 images in C’s set. For exemplification, the fixations shown in
the zebra example (Figure 1) are highlighted in blue.(B) Spatial distribution
of contrasts for the total 100 stimuli in C’s set. Contrast values range from 0.1
at the upper left and right corners to little higher than 0.35 in the center of
the images. Those values average all of C’s stimuli. For D and T the spatial
distributions were similar.

those two points will be attributed an average correlation value, reflecting the
grade of their luminance values’ correlation.

Using the same definitions as Reinagel and Zador allowed us for direct com-
parison of our results to theirs, which is the main purpose of the current study.

3 Results

On first sight we realize monkeys look at regions that appear interesting to us,
as well. In the example of figure 1 fixation points cover the zebras. They, of
course, are rich in contrast. Furthermore, they are depicted in the center of the
image, and the clustering of fixation points on the zebras could simply reflect
a central bias. Thus, in order to interpret gaze movements of the monkeys, we
first have to understand the statistical properties of the images used as stimuli.

3.1 Image properties

We compare basic statistical properties of images and selected fixation points.
Averaging over all presented stimuli, the subjects displayed a clear tendency
to fixate central parts of the stimuli (Figure 2A; p = 7.21e−36, p = 1.79e−35,
p = 5.67e−54 for monkey C, D, and T, respectively). As the sets of visual stimuli
presented to the three monkeys were not completely identical, we analyze each
ensemble separately. On all of C’s images we found contrasts to be higher in the
middle than at the rim by a factor of about 1.16 (p=7.21e−36, Figure 2A). This
finding held for the two other stimulus ensembles as well (factors 1.13 and 1.02,
p = 1.79e−35 and p = 5.67e−54 for monkeys D and T, respectively). Thus, the
image properties are not homogeneous, and image properties at actual fixation
points have to be compared to appropriate controls.



3 Results 7

Fig. 3: Image features of subject-selected fixations differ from random fixation points.
(A) For each image i a mean contrast has been calculated for both subject-
selected fixation ensemble S(i) (ordinate) and reference ensemble R(i) (abs-
cissa). Each of the 300 images is marked by one symbol: green “+” for C,
blue “x” for D, and red “.” for T. Mean actual contrasts were 0.38 for C
(ranging from 0.10 to 1.20), 0.34 for D (0.05-1.42), and 0.25 for T (0.07-0.69).
Mean reference contrasts were 0.25 for C (ranging from 0.06 to 0.78), 0.24 for
D (0.04-0.64), and 0.20 for T (0.06-0.48). 82% of all stimuli were higher on
actual contrast than on reference contrast and averagely 1.41 times as high.
(B) “Nearby points in the subject-selected ensemble are less correlated than in
the reference” ensemble (Reinagel and Zador, 1999). Correlation ρ is plotted
as a function of ∆.∆ is the distance from the center of a patch (fixation point)
to a point 0 - 1.4 degrees away. For the given stimuli, 1.4 degrees of visual
field equal 29 pixels, thus each graph contains 29 data points. There are three
graphs: red triangles for the correlations ρ of S(i), blue squares for R(i), and
black circles for U(i). For each image, correlation values were computed for
every fixation point and each other point within 29 pixels reach. Values at the
same distance from their fixation points were then averaged to a mean value
for the image, resulting in 29 along the values of increasing ∆ for each picture.

We know that spatial distribution of contrasts, i.e. bottom-up stimulus
properties, influence overt attention, i.e. the fixation-selection process. Hence,
we can determine the strength of that influence by comparing the results of
actual fixations to control fixations. In order to assess those image properties
we defined various ensembles of fixation points. First of all, we had the subject-
selected ensemble of fixations which we also refer to as S(i). By assigning
the same fixations to other images we gained an image-shuffled ensemble, U(i).
Finally, we generated an ensemble of 35 random fixations, the reference ensemble
R(i). The important thing about the reference ensemble is it was not distributed
systematically like the subject-selected and image-shuffled ensembles, e.g. it did
not show any tendency toward the center. Hence, in order to take into account
the inhomogeneous spatial distribution of luminance contrast we defined two
sets (U and R) for comparison to the set of actual fixation points (S ).

3.2 Contrast

Is subject-selected luminance contrast representative of the mean contrast in
images? We first compared subject-selected contrasts S(i) to reference contrasts
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R(i). As can be seen in figure 3A, subject-selected fixations produced 1.41 times
as high a contrast as reference fixations, i.e. for 89% of the stimuli C’s actual
fixations reached a higher contrast than random fixations did (D 80%, T 78%),
with high significance (p = 1.36e−14, p = 3.63e−9, p = 3.79e−8, monkeys C,
D, and T, respectively). When comparing S(i) to the image-shuffled ensemble,
the effect was similar, yet less significant: 76% of the images were higher in
S(i) than in U(i) (D 61%, T %). Interestingly, although the subject-selected
and image-shuffled ensembles had the same spatial distribution - they were the
same fixations in a shifted order - C’s selected ensemble showed 1.33 times hig-
her contrasts than U(i) did (D 1.16, T 1.1) with a significance of p = 3.39e−7

for C (p = 0.036, p = 0.004 for monkeys D and T). Also, we low-pass filtered
the stimuli and did the same evaluation again. The effect was very close to the
original one, supporting our previous observations. Hence, we found contrast at
actual fixation points to be systematically increased as compared to our refe-
rence set, and this effect is larger than previously observed in humans (Reinagel
and Zador, 1999).

3.3 Correlation

Why is it worthwhile to fixate the selected regions instead of others? To be worth
a fixation, a point on an image must hold a certain amount of information. So
far, we only used local luminance contrast to enquire about a point’s information
content. However, luminance contrast alone fails to give us all information,
since it does not render the spatial organization of nearby points. Therefore,
we computed the normalized two-point correlation (function 3, cf. 2.4) for the
luminance values of every fixation point and each of its surrounding pixels.
This was done up to a distance of 1.5 degrees (Figure 3B). As figure 3B shows,
two points in the subject-selected ensemble were less correlated than in the
image-shuffled one, which in turn showed smaller correlations than the reference
ensemble. Furthermore, correlations decreased with distance, though slightly
more rapidly for S(i) and U(i) than for reference fixations. Again, we carried
out the same on low-pass filtered stimuli. Although expectedly finding much
higher correlations - increasing spatial correlation is part of low pass-filtering -
we did not find significant changes in the decrease of correlation ρ with increasing
distance ∆. Thus, our previous results were stressed by the low-pass check.
Consequentially, actually fixated regions are preferred over others, because they
hold information which cannot be induced from knowledge of the neighborhood
- for humans spatial correlation is a little higher than for monkeys, yet still
below average.

3.4 Eccentricity

What is the spatial extend to which luminance contrast influences the selection
of regions for fixations? In order to determine the range of contrast’s influence,
we examined the correlation of points further away from fixations, i.e. points
that lay some distance eccentric (“ex centro”, out of/away from the center) to
a fixation point. This permitted us an overview over the tendencies in which
luminance values relate to each other. To achieve this, we took points ε de-
grees eccentric to subject-selected, image-shuffled, and reference fixations, then
constructed patches around them and took a look at their contrasts (Figure
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4A). Because we intended to compare the contrasts eccentric to S(i) and U(i)
to those eccentric to random fixations on the image, i.e. to normalize subject-
selected and image-shuffled correlations by random ones, we constructed the
figure’s abscissa from the values of the reference ensemble. Those values S(i)
and U(i) appear to have in figure 4A thus do not show their absolute size but
rather how much larger than R(i) they are. We found that contrasts of pat-
ches eccentric to U(i) hardly changed at all. Up to a distance of 3 degrees,
the contrasts of S(i) were much and significantly (roughly 10%) higher than
those of U(i). Then S(i)’s contrasts decreased rapidly and settled with about
(still significant) 6% over U(i) at an eccentricity of 4.5 degrees. In the low-pass
filtered condition neither values nor shape of the graphs changed significantly.
Hence, the influence luminance contrast exerts on overt attention diminishes
quickly and loses any relevance (not significance, though) at 4.5 degrees of ec-
centricity - for humans the extent is about 3 degrees (Reinagel and Zador, 1999).

What is the spatial extend of pixel correlation on fixation selection? To solve
this question, we examined the spatial correlation of points ε = {0;1.5;3;4.5;6}
degrees eccentric to fixations and points ∆ = [0, 1.5] degrees more eccentric.
Figure 4C shows the result for correlations ρ at distance ∆ = 0.78 degrees. This
specific ∆ we chose to ease the comparison to Reinagel and Zador’s results,
since they chose a very similar ∆ (0.75). From 1.5 to 4.5 degrees of eccentricity,
the correlation of the subject-selected ensemble increased significantly, whereas
the correlation of U(i) remained generally static. Since ∆ ranged from 0 to 1.5
degrees, we provide two more figures in order to exemplify the dramatic change
in correlation against ∆. For a small ∆ = 0.05 (Figure 4B), both subject-
selected and image-shuffled ensemble showed small increases within the first
3 degrees of eccentricity. On the other side, for ∆ = 1.03 (Figure 4D), the
correlations of the subject-selected ensemble showed the same curves within 4.5
degrees of eccentricity as before (cf. Figure 4C), whereas U(i) fell for the first
1.5 degrees of eccentricity and then slightly re-increased. In sum, we found the
graph of U(i) to change drastically within the first two steps of eccentricity with
increasing ∆: for 0 degrees of eccentricity, a low ∆ yielded a low correlation -
even close to S(i) - while a high ∆ yielded high correlations. For 1.5 or more
degrees of eccentricity, this effect was gone. Low-pass filtered stimuli yielded
higher correlations (for the reasons explained in 3.3), but the core of our findings,
i.e. shape of graphs and connection of eccentricity and drastic changes for U(i)
correlations, was strongly confirmed by this data. Hence, the influence spatial
correlation of nearby points has on the selection of fixation points ranges about
1.5 degrees for monkeys as compared to about 2 degrees for humans (Reinagel
and Zador, 1999).

3.5 Artificial ensembles

Is the observed systematic increase of contrast at fixation points a small or a
large effect? In order to check this, we created an artificial ensemble A(i) which
contained points of especially high contrast for every image. To achieve that, we
first produced a contrast map (cf. Itti and Koch, 2001; Parkhurst and Niebur
2003; Parkhurst et al. 2002), of every image by replacing the luminance of each
point of the image by the contrast of its surrounding patch. The higher the
contrast of a patch around a point in the original stimulus, the brighter was
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Fig. 4: Effects of stimulus properties decay with eccentricity. (A) Contrast values
(% over R) of S(i) and U(i) decrease statically with increasing distance to
fixations. The graph for S(i) (upper, blue) falls rapidly within 4.5 degrees
eccentricity, then slows and aligns to the flatly decreasing graph of U(i) (lower,
red). Error bars indicate the standard error of mean, as all fixations of all
pictures for all subjects are incorporated in those graphs. (B) With increasing
eccentricity, the correlation ρ of nearby points increases. Up to a distance of
3 degrees of eccentricity correlations for S(i) and U(i) increase, then decrease
again slowly. Correlations are calculated from points ε = 0 - 6 (in steps of
1.5) degrees eccentric to a fixation and points ∆ degrees further eccentric to
those points. Those values were averaged over ∆ for each picture. Thus,
each point represents the mean correlation ρ of points specified by the given
eccentricity ε and the additional distance ∆. In B the graph depicts a low ∆ of
0.05 degrees, corresponding to the leftmost arrowhead in Figure 3B. (C) With
∆ = 0.78 degrees (middle arrowhead in Figure 3B) the difference between S
and U at eccentricity ε = 0 and 1.5 degrees increases. (D) With ∆ = 1.03
degrees (rightmost arrowhead in Figure 3B) the graph for U has switched to
the opposite of its counterpart in B. From eccentricity ε = 0 to 1.5 correlation
ρ of U decreases first and then increases again over ε. With increasing ∆ the
graph of S remains rather stable.

the point in the corresponding contrast map (Figure 5A). Then, we searched
for the 10 brightest points on the map while not taking more than one point of
each patch (Figure 5B). We introduced this constraint, because in case the hig-
hest contrasts were all close together, the artificial ensemble would eventually
contain just one single patch (or better: ten virtually congruent patches). This
we avoided by taking each point from another patch (cf. ’inhibition of return’,
Itti and Koch, 2001). Those ten points we then arranged into A(i). As figure
5C shows, artificial contrasts were well above reference contrast for every single
image. Then, we subjected the artificial ensemble to the same examinations as
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the subject-selected, the image-shuffled, and the reference ensemble, i.e. com-
parison of luminance contrasts and spatial correlations. Figure 5D depicts that
the artificial ensemble A(i) shows much lower levels of spatial correlation than
subject-selected, image-shuffled, and reference ensemble: after decreasing very
rapidly over the first 0.4 degrees of visual field, A(i) reaches a correlation level
of about ρ = 0.05 and then remains stable. In fact, we observe ever lower cor-
relation levels for ensembles of increasing contrast. Thus, we find high contrast
to be associated with low spatial correlation. Additionally, figure 5C shows the
results for comparison of contrasts of the artificial to those of the reference en-
semble. The contrast values of C’s artificial ensemble were 4.14 times as high
as those of the reference ensemble (3.98, 4.7 monkey D and T respectively).
This resulted in an average factor of 4.24. As S(i) was on average 1.41 times
higher than R(i), we can conclude that contrasts of A(i) equal 3 times those of
S(i). This effect was accompanied by clear levels of significance (p = 4.16e−23

for each monkey). Needless to say, for all three monkeys 100% of the images
were higher on A(i) than on R(i) contrast, simply according to A(i)’s definition.
Low-pass filtered images further supplemented our observation. There, A(i) de-
creased even more rapidly, whereas the other ensembles decreased slowlier with
increasing ∆. This emphasizes even more that high contrasts are related to low
spatial correlations. Finally, in case overt attention is determined solely by a
luminance contrast driven saliency map, we would expect a 3 times larger effect
than observed, hence we regard the observed effect as really small.

4 Discussion

We investigated overt visual attention in monkeys, analogous to studies in hu-
mans (Reinagel and Zador, 1999). The regions fixated by monkeys showed hig-
her contrasts and lower spatial correlation of luminance, i.e. stronger bottom-up
cues than comparable data from humans. The influence of such stimulus featu-
res was shown to range about 1.5 degrees of visual field for monkeys and about 2
degrees for humans. Thus, we conclude that the influence bottom-up cues have
on visual attention in monkeys is higher than in humans and decays at similar
distance.

The alternative explanation, namely that potential center-looking bias of the
subjects combined with stimulus inhomogeneity might account for our results,
as well, could pose a problem to our study. Since photographers are human,
their attention is subject to the same visual stimuli as ours. When selecting
suitable scenes to photograph, they thus are looking for targets which feature
satisfying amounts of visual cues. Since those targets usually are centered on
the photo, one will expect a regular image to contain more salient cues, i.e.
higher contrasts and lower spatial correlation near the center. As we showed
in figure 2B, this actually was the case for our set of stimuli. Additionally, the
subjects could be biased to look into the middle of an image (Figure 2A). This
could be due to overtraining or the reward they obtained for keeping their gaze
on the image. However, if the subjects did simply force their gazes away from
the image borders regardless the stimulus being presented, their fixated regions
(S ) must display contrast levels close to image-shuffled fixations (U ). This was
clearly not the case. Hence, stimulus inhomogeneity and center-looking bias
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Fig. 5: (A) Contrast map of the stimulus in Figure 1. Luminance was replaced by
contrast values. Thus brightness indicates high contrasts and vice versa. Each
point on the map was computed from the surrounding patch, according to
function 3 (cf. 2.4). (B) Artificial fixation points superimposed on an example
stimulus. The artificial fixations are placed on the ten highest contrasts and
separated by ten pixels (half a patch’s edge). (C) Analogous to figure 3A.
The contrast values of artificial ensemble A are represented by the ordinate,
contrasts of the reference ensemble by the abscissa. Some data points are
off the scale, as for C A ranged from 0.38 to 3.97 (0.38 - 2.67 for D, 0.40 -
4.66 for T, respectively) with a mean of 1.02 (0.96, 0.93, monkeys D and T
respectively). All images are higher on A than on R. (D) Analogous to figure
3B. Graphs of S(i), U(i), and R(i) are shown for comparison. Correlation
values of A(i) decrease much steeper with increasing ∆ than correlation values
of S(i), U(i), and R(i), i.e. points in A(i) are much less correlated than others.

present no problem to our study’s validity.

Can a study conducted with only three subjects be accredited any reliabi-
lity? It is true, in terms of human psychophysical experiments three subjects
is a small number. There are two different schools of human psychophysics.
One uses few but highly trained subjects; the other prefers inexperienced par-
ticipants in greater numbers. In monkey studies, however, subject numbers
are always small. This is due to resource constraints, i.e. there are only few
monkeys available for experiments. Additionally, monkeys tend to be much less
cooperative than humans which makes experimenting harder. Monkeys also re-
quire considerably more training and patience than human subjects. Therefore,
an average monkey study doesn’t involve more than two monkeys. Given this
context, three subjects in our study is a satisfactory number. Also, that the re-



5 Acknowledgements 13

sults we observed are consistent among all three subjects further strengthens our
study’s reliability. Thus, the number of subjects means no problem to our study.

What do our findings on monkeys entail for behavioral studies on humans?
We retrieved a greater relevance of bottom-up features to visual attention for
monkeys than it has been reported for humans. This is especially interesting
because we purposefully selected stimuli supposedly meaningful to a monkey,
i.e. photographs of animals, even of monkeys and humans. Such meaningfulness
was originally intended to keep the subjects gazes fixed on the stimuli but could
also have been a relevant cue to top-down guidance of attention. However, in
our subjects top-down cues did not exhibit as strong an influence as one could
have expected for the image properties alone. For humans lower relevance of
stimulus features cues was reported (Parkhurst and Niebur, 2003; Itti and Koch,
2001), even though the salience maps used (Itti and Koch, 2001) incorporated
color, orientation, luminance, and other cues and thus were more sophistica-
ted than the luminance contrast-based map we used. Despite its simplicity, a
pure contrast map already showed to be a useful description of monkey’s per-
formance. However, as contrast appears to be more relevant to monkeys than
to humans, this relation will probably be transferable to those other stimulus
features mentioned above. Therefore, we expect a complex model of saliency
such as Itti and Koch’s will account for even more guidance in monkeys’ visual
attention.

From this study several directions for future research emerge. First, the
grand aim of closing the gap between studies on humans and monkeys could
not be reached completely. To what precise extend monkeys’ visual attention
is guided by stimulus features still demands further research - e.g. compara-
tive studies applying Itti and Koch’s complex model of saliency. Second, the
impact of tasks, i.e. top-down influences on visual attention in monkeys has
not been researched yet. Together with these studies the one at hand may al-
low for extending those results obtained by testing one species towards another.
Psychophysical and especially neurobiopsychological research will greatly bene-
fit from such a synergy effect - especially, as invasive methods will hopefully
remain inapplicable to humans. This study is a first step into a very promising
direction which demands further and more specific behavioral studies on visual
attention in monkeys.
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